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Using the data on proteins encoded in complete genomes, combined
with a rigorous theory of the sampling process, we estimate the total
number of protein folds and families, as well as the number of folds and
families in each genome. The total number of folds in globular, water-
soluble proteins is estimated at about 1000, with structural information
currently available for about one-third of that number. The sequenced
genomes of unicellular organisms encode from approximately 25 %, for
the minimal genomes of the Mycoplasmas, to 70-80 % for larger genomes,
such as Escherichia coli and yeast, of the total number of folds. The num-
ber of protein families with signi®cant sequence conservation was esti-
mated to be between 4000 and 7000, with structures available for about
20 % of these.
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Prediction of protein structure from amino acid
sequence data is a major unsolved problem
(Sternberg et al., 1999). Despite signi®cant effort,
homology modeling based on statistically sup-
ported sequence similarity remains the only
reliable method for structure prediction (Aravind
& Koonin, 1999; Hilbert et al., 1993; Sanchez & Sali,
1997, 1998). Sequences that share detectable simi-
larity are grouped into families, which implies that
they are homologs and possess similar 3D struc-
tures; a large body of empirical evidence supports
this notion (Abagyan & Batalov, 1997; Holm &
Sander, 1994; Hubbard et al., 1999; Ru®no &
Blundell, 1994; Sander & Schneider, 1991). When
the structures for at least one representative of
each family are determined experimentally, the
folding problem should be considered solved, to
the extent that the structures of family members
can be accurately homology-modeled (Orengo et al.,
1999; Sternberg et al., 1999). Given the current pro-
gress in experimental structural biology, reaching
such an empirical solution for the folding problem
may not be impractical in the foreseeable future.
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To assess our progress in this direction, it is critical
to know how many families of protein exist.

With the recent advances in sequence analysis
methods, more and more subtle relationships
between proteins can be successfully detected,
leading to a greater potential for structure predic-
tion (Aravind & Koonin, 1999). Furthermore,
threading methods, at least in principle, allow
structure prediction, even in the absence of detect-
able sequence similarity (Bowie et al., 1991; Jones,
1999; Jones et al., 1992; Marchler-Bauer & Bryant,
1997). However, even most sensitive of such
methods rely on the set of structures for compari-
son (thread through) and, in order to completely
characterize the universe of protein structures,
require that all distinct structural prototypes are
known. The number of these structural prototypes,
known as folds, is considerably less than the num-
ber of families since, in many cases, proteins with-
out detectable sequence similarity adopt similar
structures (Holm & Sander, 1996, 1997; Hubbard
et al., 1997; Orengo et al., 1997). Thus, determi-
nation of representative structures for (nearly) all
folds is more feasible than for (nearly) all families.
In order to set benchmarks for structural biology, it
is important to have robust estimates of the total
number of folds as well as the total number of
families. Several groups have approached the esti-
mation of number of folds and families using
different methods; their estimates range from 400
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to 8000 for the number of folds and from 1000 to
30,000 for the number of families (Alexandrov &
Go, 1994; Blundell & Johnson, 1993; Brenner et al.,
1997; Chothia, 1992; Govindarajan et al., 1999;
Holm & Sander, 1996; Orengo et al., 1994; Wang,
1998; Zhang & DeLisi, 1998; Zhang, 1997). Such
variance is not surprising, since the results of extra-
polation from a statistical sample to population are
highly sensitive to underlying assumptions and
quality of data used.

Here, we sought to overcome these problems by
developing a random sampling model that agrees
best with the data for the current set of structurally
characterized proteins. In addition to the RCSB
Protein Data Bank (PDB) protein sample (Abola
et al., 1997), we also used other, biologically mean-
ingful data sets, namely proteins encoded in com-
pletely sequenced genomes of ten organisms. We
conclude that the total number of folds for globular
water-soluble proteins is about 1000, which is
about three times the number of currently known
folds, and the number of families is about 5000,
which is nearly ®ve times the number of structu-
rally characterized families.

Basic assumptions and rationale

We treat selection of a protein for structure
determination as a random process. We also
consider proteins from a complete genome to be a
random sample from the universal population of
protein families. Relationships between the fold/
family sets are presented in Figure 1. The following
assumptions are made throughout this study:

(i) There exists a universal population of M
protein (domain) families and N folds. Each family
belongs to exactly one fold; each fold includes at
least one family.

(ii) Both the database of protein structures
(hereinafter structure database) and a genome are
generated by a random, independent sampling of
families from the fold/family population. In the
sampling process, each of the M families has an
equal probability of being drawn from universal
population into the sample.

(iii) Fold is considered structurally character-
ized if at least one of its families was drawn for the
structure database sample. We assume that the
fold prediction procedure correctly assigns a family
to a structurally characterized fold, even if this par-
ticular family is not structurally characterized.

We developed a theory that describes sampling
based on the above assumptions (see below) and
used it for the estimation of the number of protein
folds and protein families in the protein universe
and in complete genomes. These estimates were
obtained from the sample of the structurally
characterized folds using the distribution of folds
by the number of families in the structure database
or in the set of structure predictions for the respect-
ive genome. In order to produce a meaningful esti-
mate of the number of folds, the clustering of
proteins into families should be consistent with the
above assumptions. If these assumptions hold,
then the distributions in the genomes can be
derived from the distribution in the structure data-
base and vice versa. All the domains in the struc-
ture database, as well as all the predicted domains
from complete genomes, were clustered into
families by sequence similarity using several
thresholds. The ®t between observed and derived
distributions was tested; the clustering threshold
providing the best ®t was selected.

The breakdown of folds by the number of
families in the structure database is approximated
with the logarithmic distribution (see equation (4)
below). This single-parameter distribution is
widely used in zoology and botany to ®t the distri-
bution of species by number of individuals in
populations, number of parasites per host, the data
on the average number of plant species found in
areas of various size, etc. (Johnson et al., 1992). As
we show below, the logarithmic distribution
approximates well the number of families per fold.

In principle, the developed procedures may be
applied to any protein structure classi®cation,
which attributes each family to a fold. For this
study we used SCOP classi®cation (Hubbard et al.,
1999; Murzin et al., 1995) as a widely accepted
standard.

Theory

Distributions generated by sampling from a
fold/family population

Consider a universal population of M protein
families that belong to N folds. Let Nk be the num-
ber of folds that consist of exactly k families (k 5 1;
�1k � 1 Nk � N; note the usage of k and n as free
indices throughout the text to avoid the need for
multiple variables). The frequency of k-family folds
is Pk � Nk/N. Suppose we take a random indepen-
dent sample of families from the population, with
the probability of each family to be included into
this sample equal to mx (assumption (ii)). The prob-
ability Pr{n! k} of generating a sample of size k
from an n-family fold (0 4 k 4 n) is the probability
of k successes out of n independent trials, which
is given by a binomial distribution with the
parameter mX. A k-family sample can be produced
from any of n-family folds (n 5 k). The expected
number of k-family samples produced from Nn

n-family folds is NnPr{n! k}. Thus the expectation
of the number of k-family folds in the sample is:

NXk �
X1
n�k

NnPrfn! kg

�
X1
n�k

Nn
n

k

� �
mk

X�1ÿ mX�nÿk �1�

In the fold/family population, each fold includes
at least one family. In the process of sampling,
however, there is a non-zero probability that a fold
will be missed; thus:



Figure 1. Relationships between
the fold/family sets. Areas repre-
senting families that belong to
structurally characterized folds are
shaded. Blank arrows show
sampling of families. The fractions
of families selected to the structure
database and to the genome are
designated by mS and mG, respect-
ively. The equations that describe
the distributions of the folds by
family number in each set are indi-
cated.
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N � NX0 �NX �2�
where NX � �1k � 1NXk is the number of folds rep-
resented by at least one family in the sample and
NX0 is the number of folds missing from the
sample. NX is directly available from the sample
and NX0 can be estimated by substituting k � 0 into
the equation (1). Substitution of the resulting
expression for NX0 into the equation (2) gives:

N �
X1
n�0

Nn�1ÿ mX�n �NX

� N
X1
n�0

Pn�1ÿ mX�n �NX �2a�

Given the estimates for mX and Pn, one can solve
the equation (2a) with respect to N, which gives an
estimate of the total number of folds in the univer-
sal population.

Distribution of families in structurally characterized
folds in the universal population

Consider the process of sampling protein
families from the universal population into the
structure database. The number of folds with
exactly k families in the structure database NSk is
given by the equation (1) where mX is replaced by
mS. The frequency of k-family folds in the sample is
PSk � NSk/NS where the total number of structu-
rally characterized folds is NS. Since the probability
of missing a k-family fold is (1 ÿ mS)k, the expected
number of k-family folds with at least one structu-
rally characterized family is:

N0k � NPk�1ÿ �1ÿ mS�k� �3�
The frequency of structurally characterized
k-family folds is P0k � N0k/�1k � 1N

0
k.
Sampling from a set with a logarithmic distribution

Assume that in the fold/family population the
distribution of the number of protein families in a
fold is best approximated by a logarithmic
distribution:

Pk � �ÿ ln�1ÿ y��ÿ1 y
k

k
; 0 < y < 1 �4�

By substituting the equation (4) for Pn in the
equation (2a), we get:

N � NX

1ÿ ln��1ÿ y�1ÿ mX���
ln�1ÿ y�

�5�

Substituting the equation (4) into Nk � NPk and
then into the equation (1) and evaluating the series
results in a logarithmic distribution for a sample:

PXk � �ÿ ln�1ÿ yX��ÿ1 y
k
X

k

where

yX � ymX

1ÿ y�1ÿ mX�
and PXk � NXk=NX �6�

To obtain the distribution of the number of families
in structurally characterized folds in the universal
population, equation (4) is substituted into the
equation (3):

P0k � ln
1ÿ y�1ÿ mS�

1ÿ y

� �ÿ1 yk

k
ÿ �y�1ÿ mS��k

k

" #
�7�
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Distribution of families in completely
sequenced genomes

Consider a completely sequenced genome con-
taining MG protein families (mG �MG/M), which is
a random sample from the fold/family population
according to assumption (ii). Given the fold recog-
nition procedure satisfying assumption (iii), the
subset of families with predicted structures is a
random sample of families that belong to structu-
rally characterized folds. Replacing Nn in the
equation (1) by N0n from the equation (3) and mX by
mG, we ®nd the distribution P0Gk of the number of
families with predicted structures in the genome. If
the universal distribution of the number of families
in a fold is logarithmic (equation (4)) and, conse-
quently, the number of families in structurally
characterized folds is distributed according to the
equation (7), then:

P0Gk � ln
1ÿ y2

1ÿ y1

� �ÿ1 yk
1

k
ÿ yk

2

k

" #
�8�

where

y1 � ymG

1ÿ y�1ÿ mG�
and

y2 � ymG�1ÿ mS�
1ÿ y�1ÿ mG��1ÿ mS�

The total number (NG) of folds in a genome can be
estimated from the total number of folds in the
population using the equation (2a) or, for the case
Table 1. The distribution of the number of families in a fold

N

Families Clus
per fold 0.2 0.3 0.4

1 211 188 178
2 70 67 68
3 26 32 34
4 13 19 18
5 16 15 18
6 3 6 7
7 13 8 6
8 2 7 7
9 0 3 6

10 3 4 2
11 2 2 3
12 0 3 4
13 1 3 2
14 1 1 2
15 0 0 1
16 0 0 1
17 0 0 1
18 0 0 0
19 1 0 0
20 0 1 0
>20 2 5 6
No. of classesa 5 7 7
No. of foldsa 336 335 329

a The number of distribution classes that include 590 % of folds in
of a logarithmic distribution, the equation (5):

NG � N 1ÿ ln�1ÿ y�1ÿ mG��
ln�1ÿ y�

� �
�9�

Results

Distribution of folds by the number of families in
the structure database and in complete genomes
and the optimal clustering threshold

The distributions of folds by the number of
families in the structure database for different clus-
tering thresholds is shown in the Table 1. The
lower 90 % quantile of each of these distributions is
well approximated (P(w2) > 0.1 for all thresholds;
Table 2) by a logarithmic distribution with the par-
ameter yS (equation (4)). If the structure database is
produced by random independent sampling of
families from the population, the corresponding
distribution in the fold/family population is also
logarithmic (see Theory). This allows us to estimate
the number of folds in the universal population
using the equation (5) provided that the values of
the parameters y and mS (fraction of families with
known structure) are known. The value of y was
determined from equation (6) using the value of yS.
The value of mS was estimated using the extrapo-
lated numbers of families in the universal popu-
lation for the given clustering threshold (see
Methods and Table 2).

The distribution of folds by the number of
families and, accordingly, the estimate of the total
number of folds critically depend on the threshold
in the structure database

umber of folds

tering threshold
0.5 0.6 0.8 1.0

170 163 150 138
69 71 68 67
40 37 44 49
14 14 14 17
16 19 18 16
13 15 18 17
4 6 5 6
8 6 9 10
2 3 5 6
4 3 5 5
2 3 1 4
4 2 0 1
3 4 2 3
3 2 3 0
1 4 2 2
1 1 3 2
2 1 2 2
2 0 2 1
0 2 0 1
0 0 1 2
6 8 12 15
8 8 9 10

334 331 331 331

the structure database and the actual number of folds in them.



Table 2. Parameters of the fold distribution by the number of families in the structure database

Clustering threshold
0.2 0.3 0.4 0.5 0.6 0.8 1.0

No. of families in the database 841 1057 1160 1237 1323 1500 1638
No. of families in the Low 1697 4384 9197 15,931 25,035 30,109 71,495

universal populationa High 2620 7276 16,528 31,657 56,123 148,148 262,348
yS, logarithmic

approximationb 0.6909 0.7668 0.7814 0.8160 0.8329 0.8669 0.8890
P(w2), logarithmic

approximationb 0.13 0.79 0.85 0.37 0.46 0.21 0.36
P(w2), derived

approximationc 6.6 � 10ÿ3 0.33 2.2 � 10ÿ12 8.3 � 10ÿ75 1.1 � 10ÿ205 5.7 � 10ÿ93 1.1 � 10ÿ94

a Estimations of the total number of protein families in the universal population, obtained by extrapolating the number of families
in sets of combined genomes (see Materials and Methods).

b The distribution of the number of protein families in a fold in the structure database was approximated by a logarithmic distri-
bution. P(w2) is the probability, associated with the w2 test (quality of ®t) between the lower 90 % quantile of the actual distribution
(Table 1) and the direct approximation of this distribution by a logarithmic distribution function (equation (4)).

c The distribution of the number of protein families in a fold in the structure database was derived from the distributions in
individual genomes. P(w2) is the probability, associated with the w2 test (quality of ®t) between the lower 90 % quantile of the actual
distribution (Table 1) and the approximation derived from the complete genomes (equation (6)).
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that is used for clustering proteins into families.
We sought to identify an optimal threshold result-
ing in a distribution that is best compatible with
the random sampling assumption. To this end, we
used the results of structure prediction for proteins
encoded in ten complete genomes. Since, in the
universal population, the distribution of the num-
ber of families in a fold is logarithmic, the distri-
bution of the number of families with predicted
structures for a given genome should ®t the func-
tion given by equation (8). The data from the
lower 90 % quantiles of the distributions for each
of the ten genomes were approximated by ®tting y
in equation (8) to the observed distributions. The
mean between the upper and the lower estimates
of mS was used for these estimates. The ratio of the
number of families in the genome to the total num-
ber of families in the population was estimated as:
mG �MGS/MS (which is equal to MG/M if the
sampling is random and independent). If the
breakdown of proteins into families is consistent
with the postulated random sampling process, it
should be possible to predict the distribution of
families by folds in the structure database from the
distribution in genomes given the number of
families in the structure database. For each genome
and each clustering threshold, the best-®tting value
of y was used to estimate yS according to the
equation (6). Different genomes produced yS values
of 0.7105(�0.0933). For each yS, a distribution for
the structure database was derived. The distri-
butions predicted using the data for different
genomes were averaged and compared to the
observed distribution of number of protein families
in a fold in the structure database. Only one clus-
tering threshold, namely 0.3 bit/position, results in
a good ®t (Table 2 and Figure 2).
The number of protein folds and families in the
universal population and in the genomes

The total number of protein folds in the univer-
sal population as well as in complete genomes was
estimated according to the equation (5) using the
0.3 bit/position threshold. The value of y was cal-
culated using the equation (6) from the value of yS

that was the best ®t for the observed distribution
in the structure database; the upper and the lower
estimate of the total number of families in the uni-
versal population resulted in the upper and the
lower estimates of the number of folds (Table 3).

The number of protein folds in genomes was
estimated according to the equation (9); the value
of y was estimated by ®tting the distribution of
families in the genome to the function (8). The
upper and lower estimates of the number of folds
in the genomes were derived from the upper and
the lower estimates of the number of folds in the
universal population, respectively (Table 3).
According to our estimates, each of the genomes
encodes a signi®cant fraction of all folds, with
the larger genomes, such as E. coli and the yeast
S. cerevisiae, encompassing between 50 and 60 % of
the total number of folds. Curiously, the estimated
number of folds in the two included archaeal gen-
omes was considerably lower than in the bacterial
genomes with a similar number of genes (Table 3).
This may re¯ect a relatively low structural diver-
sity of archaeal proteins, perhaps related to the
extreme habitats of these organisms, or under-
prediction of structures for archaeal proteins, or a
combination thereof.

Discussion

Recently, published estimates of the number of
folds in the universal population that were based
essentially on the same structure database and



Figure 2. The distribution of folds by the number of
families in the structure database. 0.3, the distribution
observed for the families obtained by clustering with
the 0.3 bit/position threshold; log, approximation of the
0.3 distribution by the logarithmic distribution, derived,
the distribution of folds by the number of families in the
structure database derived from the distributions in the
complete genomes as described in Materials and
Methods.
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structure classi®cation show an order of magnitude
difference (400-8000) (Alexandrov & Go, 1994;
Blundell & Johnson, 1993; Brenner et al., 1997;
Chothia, 1992; Govindarajan et al., 1999; Holm &
Sander, 1996; Orengo et al., 1994; Wang, 1998;
Zhang & DeLisi, 1998; Zhang, 1997). This variation
mainly arises from the differences in the theoretical
approaches used by different workers.

Our approach to the estimation of the total num-
ber of folds is most similar to the method described
by Zhang & DeLisi (1998). There are, however,
major differences that, we believe, make our esti-
mates more realistic. First, we employed logarith-
mic distribution to approximate the distribution of
folds by the number of families, instead of the
geometric distribution used by Zhang and DeLisi.
Furthermore, we adjusted the parameter of a
single-parameter logarithmic distribution by ®tting
Table 3. Predicted number of protein folds in the universal p

No. of proteins No. of detected Total no.

in the genome folds Low

The universal
population N/A 364 4384

M. genitalium 480 101 397
R. prowazekii 834 138 738
A. aeolicus 1522 173 952
M. jannaschii 1715 135 856
A. pernix 1760a 141 951
Synechocystis sp. 3169 199 1706
M. tuberculosis 3918 208 1555
B. subtilis 4100 221 1806
E. coli 4289 231 2031
S. cerevisiae 6530 215 2387

a The number of proteins actually encoded in the A. pernix gen
encoded proteins per 1 kb typical of other Archaea.
to the data on the number of families in each fold.
By contrast, Zhang and DeLisi postulated that the
parameter of the geometric distribution is given by
the ratio of the number of folds to the number of
families (N/M). We found that the logarithmic dis-
tribution approximates the data signi®cantly better
than the geometric distribution. Even after adjust-
ing the parameter of the geometric distribution, the
®t with the data was poor (P(w2) < 0.05), whereas
for the logarithmic distribution with the optimized
parameter, a very good ®t was seen (Table 2).

Second and most important, we optimized the
clustering of proteins into families. This is essential
since the theory treats the drawing of families into
the structure database as a random process.
Depending on the clustering threshold, some
family groupings are more compatible with the
random sampling assumption than others. We
identi®ed the unique grouping that showed a good
®t to the theory (Table 2), whereas Zhang & DeLisi
(1998), as well as all other groups, used families as
they are de®ned in SCOP (Murzin et al., 1995). In
order to determine this optimal clustering
threshold, we took advantage of the complete set
of proteins from sequenced genomes that provided
an independent sample for testing the theory and
estimating the parameters of the distributions and
the number of folds. The resulting optimal cluster-
ing delineates groups of homologs that are rela-
tively distant but still readily detectable by
sequence similarity. In general, this level of cluster-
ing is somewhat more stringent than the family
level in the SCOP hierarchy. For example, the glo-
bin fold in SCOP includes two families, whereas
our clustering classi®ed it into ®ve groups; simi-
larly, the RNase H-like fold includes 11 families in
SCOP and 20 groups under our optimal threshold.

The estimated number of folds in the study by
Zhang & DeLisi (1998) is slightly lower than that
obtained here (�700 versus �1000). In fact, how-
ever, the difference is signi®cant, since Zhang and
DeLisi included all non-transmembrane folds from
opulation and in complete genomes

of families

No. of
structurally

characterized Predicted no. of folds

High families Low High

7276 1057 908 1357
561 73 239 352
948 122 335 495
1193 154 368 542
952 74 276 412
1004 62 298 438
2253 220 447 658
2067 200 457 673
2122 260 462 680
2593 353 548 808
4475 234 488 720

ome was estimated from its genome size and the number of
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SCOP, whereas here, we omitted those folds that
consist of very small, non-globular and repetitive
proteins. It appears that the lower estimate of
Zhang and DeLisi is due to the less stringent de®-
nition of families employed in their study.

Most studies used assumptions that appear to
be unrealistic, as recently discussed in detail
by Govindarajan and co-workers (Govindarajan
et al., 1999). They employ a somewhat different
approach, whereby they re-scale the axis of the
number of families in a fold (which can be only
integer) to the interval from 0 to 1 and approxi-
mate the resulting distribution by a stretched expo-
nential, which is a continuous distribution. This
approach leads to the estimate of 4000 folds. We
believe that such a high value is partially due to
the truncation of their exponent at 1. This trunca-
tion results in a non-zero limit of probability den-
sity when the probability of a family to belong to a
fold approaches 1. This leads to the overestimation
of the number of rare folds after ®tting to the data.
In addition, it seems that the distribution of the
number of families in a fold should be better
approximated by a discrete distribution than by a
continuous one, even after re-scaling to the 0,1
interval. While near 0, the continuous distribution
may provide an adequate approximation, the dis-
crete character of the distribution near 1 can hardly
be re¯ected under this approach.

The results of this analysis depend on the de®-
nition of folds in the SCOP database because, for
example, a broader de®nition would result in a
greater fraction of folds that contain multiple
families. Thus the extrapolation of the total number
of folds relates to ``folds-as-de®ned-by-SCOP'',
rather than to abstract ``true folds''. The SCOP
classi®cation of folds has been systematically used
for estimation of the total number of folds
(Govindarajan et al., 1999; Zhang & DeLisi, 1998)
and in structural-genomic analysis (Gerstein, 1998;
Teichmann et al., 1999; Wolf et al., 1999), and very
few inconsistencies in fold de®nitions have been
detected in the process (Wolf et al., 1999). Further-
more, the classi®cation of folds in SCOP is gener-
ally compatible with other, fully automatic
classi®cations such as CATH (Pearl et al., 2000).
Therefore it appears that SCOP provides a reason-
ably robust partitioning of the protein universe.

The current estimates of the number of folds are
in part based on the structure predictions for pro-
teins encoded in complete genomes which were
employed to determine the optimal clustering
threshold. These predictions were considered accu-
rate (see assumption (iii)). Our previous analysis
indicated a low false-positive rate for this set of
predictions, but the false-negative rate is much
harder to estimate (Koonin et al., 1999; Wolf et al.,
1999). However, if the false-negative rate does not
correlate with the number of families in a fold,
these errors are not expected to introduce any bias
in the present estimates of the number of folds.

A critical assumption underlying this analysis is
that both the genomes and the structural database
are random samples drawn from the universal
populations of protein families. We identi®ed a
threshold for protein clustering under which the
fold-family distribution derived from the structural
predictions for the genomes closely approximated
the distribution in the structural database. This
does not prove the above assumption, but shows
that, if the samples of the universal population of
structures in genomes and in the structural data-
base are non-random, they are biased in such a
way that calculations based on the random model
produce results compatible with the data.

How many structures do we need to obtain
structurally characterized representatives for nearly
all folds? Using the equation (5), the required num-
ber of structurally-characterized families can be
determined for any given fraction of the total num-
ber of folds. For 95 % of the folds, this results in a
lower bound of 3793 families (87 % of the total)
and an upper bound of 6165 families (85 % of the
total). The fraction of the families that need to be
structurally characterized to reach the given frac-
tion of structurally characterized folds is close to
the latter value since a large number of folds seem
to contain only one or two families. The current
number of structurally characterized families
(Table 3) comprises only 15-25 % of the number
required to obtain structures for 95 % of the folds.
These estimates emphasize the importance of the
careful selection of targets for structure determi-
nation so as to maximize the likelihood of obtain-
ing structures from new folds. This approach is
embodied, for example, in the structural genomics
initiative (Kim, 1998; Sali, 1998).

Materials and Methods

Structure database and structure predictions

Sequences of individual structural domains from the
SCOP 1.39 database (Hubbard et al., 1999) were obtained
from <http://scop.mrc-lmb.cam.ac.uk/scop/ > . Only
the folds from the SCOP classes 1 to 5 (to the exclusion
of small, membrane and arti®cial proteins) were con-
sidered. From those, several folds containing only viral
proteins, proteins with a high content of compositionally
biased and repetitive sequences were removed. The
remaining data set (the structure database) consisted of
12,127 individual domain sequences that belong to 364
folds. Structure prediction for the set of proteins encoded
in the completely sequenced genomes has been described
(Koonin et al., 1999; Wolf et al., 1999). In brief, position-
speci®c score matrices (PSSMs), generated from the
sequences of SCOP 1.39 domains with the PSI-BLAST
program (Altschul et al., 1997), were employed to recog-
nize folds in proteins using the IMPALA program
(Schaffer et al., 1999). Predictions for ten complete
genomes, namely those of M. genitalium, R. prowazekii,
A. aeolicus, Synechocystis sp., M. tuberculosis, B. subtilis,
E. coli, M. jannaschii, A. pernix and S. cerevisiae, were
used in this work. Protein sequences corresponding to
PSSM hits were extracted from the NCBI Entres/Gen-
omes database. In addition, combined sets of predictions
in ®ve archaeal genomes, 15 bacterial genomes and
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all 22 available genomes were analyzed together with
individual genome data.

Clustering of proteins into families

Sets of proteins (domains) that belong (for the struc-
ture database) or are predicted to belong (for the gen-
omes) to the same fold were clustered using a single-
linkage method according to their pairwise BLAST simi-
larity scores (Walker & Koonin, 1997). Seven thresholds:
0.2, 0.3, 0.4, 0.5, 0.6, 0.8 and 1.0 bit/position, were used
to generate distributions of folds by the number of
families. The right-hand tail of the distribution consists
of the most frequent folds (such as P-loop or TIM-barrel),
which are the sole occupants of widely separated distri-
bution bins. Such an uneven distribution of the data
makes approximation by a monotone function unreli-
able. Also, there are indications that the statistical prop-
erties of the ``super-folds'' are different from those of the
rest of the folds (Orengo et al., 1994). Thus, the para-
meters of each of the distributions were estimated from
the lower 90 % quantile data using the maximum likeli-
hood method.

To estimate the number of structurally characterized
protein families within the genome (MGS), each of the
proteins (domains) was compared to the structure data-
base using the BLASTP program (Altschul et al., 1997). If
at least one protein from a family showed similarity to a
sequence(s) from the structure database which was
greater or equal to the given clustering threshold, this
family was considered structurally characterized.

Estimation of the total number of families

The clustering procedure produced a set of numbers
of protein (domain) families with at least one predicted
structure for all genomes and all used thresholds. The
total number of protein families can be estimated by
dividing the number of families with predicted structure
by the prediction rate. The lower bound estimate was
based on the prediction rate calculated as the ratio of the
number of proteins with a predicted structure to the
total number of proteins (minus 20 % of proteins
assumed to be entirely transmembrane or non-globular
(Koonin et al., 1997; Wallin & von Heijne, 1998)). The
upper bound estimate used the prediction rate calculated
as the ratio of the number of individual domains with a
predicted structure to the estimated total number of
domains. The latter was calculated by dividing the sum
of the protein lengths (again, minus 20 % of amino acid
residues in non-globular proteins or domains) by the
average domain length (189 amino acid residues for the
structure database used).

Data for the combined genome sets were extrapolated
to obtain the total number of protein families in the uni-
versal population. Upper and lower estimates of the
number of families in the combined sets were ®tted to
the curve MX(L) �M(1 ÿ eÿaL) where: MX is the number
of families in the set; L is the sum of lengths of proteins
in the set; M is the total number of families; and a is the
best-®t coef®cient. The exponential decrease in the num-
ber of non-sampled families with the increase of L fol-
lows from the assumption (ii) (independent sampling)
and the similar size of the sample of families in each of
the genomes. The best-®tting values of M obtained from
the upper and lower estimates of MX(L) were used as the
upper and lower bounds of the total number of protein
families for a given clustering threshold.
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