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Progress in protein structure prediction
David T Jones

If protein structure prediction methods are to make any
impact on the impending onerous task of analyzing the
large numbers of unknown protein sequences generated
by the ongoing genome-sequencing projects, it is vital
that they make the difficult transition from computational
‘gedankenexperiments’ to practical software tools. This has
already happened in the field of comparative modelling and is
currently happening in the threading field. Unfortunately, there
is little evidence of this transition happening in the field of ab
initio tertiary-structure prediction.
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Abbreviations
CASP Critical Assessment in Structure Prediction
RMSD root mean square deviation

Introduction
This review is intended to look at recent progress in the
field of protein structure prediction. The recent Second
Critical Assessment in Structure Prediction (CASP2)
[1•,2•] is probably the most significant occurrence in the
field over the past year, and this review will cover some
general observations from this meeting, which was held
again at Asilomar in California. Although some general
observations will be made here, detailed results from the
experiment will be published in a forthcoming special
issue of the journal Proteins, along the same lines as
the previous special issue covering the first experiment
[3]. For those who cannot wait, the raw data from the
CASP2 experiment is available across the Internet (URL
http://predictioncenter.llnl.gov), and more details on the
experiment are available from (http://iris4.carb.nist.gov).

The structure prediction field is a vast one, of course, and
it has been really only possible to scratch the surface. My
intention here is not to provide a comprehensive review
of the entire field but to highlight what I see to be the
important developments bubbling away at the cutting (or
perhaps bleeding) edge of the technology. The key word
in the title of this journal is ‘opinion’ and it must be born
in mind that some of the statements I make in this review
are no more than my own opinion (which is, like most
people’s, naturally biased).

I shall survey three main sections of the prediction
field, covering the techniques of comparative modelling,

threading and ab initio prediction. Another category was
covered in the CASP2 experiment, namely that of protein
docking, but I will not cover that area here.

Comparative modelling techniques
At present, the modelling of unknown protein structures
by homology represents the most reliable method for
protein structure prediction. The modelling process con-
sists of six basic steps: alignment of the target sequence
on the backbone of the parent structure; building of
a framework structure; addition and optimization of
sidechains; loop building; refinement of the model; and
validation (including estimates of reliability).

Very few significant developments have taken place in
the actual process of comparative modelling in recent
years, and this was very apparent from the remarkable
homogeneity in the methods used at CASP2. To my
way of thinking, this indicates a significant maturity in
the modelling field, in that people are concentrating on
the use of existing tools, rather than on the unnecessary
development of new ones. At one time, it was almost
as if a completely new modelling protocol needed to
be described in the methods section of any paper even
making reference to an homology model. Now, however,
papers concentrate more on the uses of the resulting
models rather than on how they were produced, and this
is no doubt a trend that is welcome to readers outside the
prediction field.

Although there has been a convergence in the methods
used for the practical side of comparative modelling,
there has still been quite a spread in the quality of
submitted models. As the familiar joke goes, there are
really only three things that govern the overall accuracy
of comparative modelling, alignment quality, alignment
quality, and . . . alignment quality. For very closely related
proteins (e.g. > 70% sequence identity), there is clearly no
problem in getting a good alignment between the target
sequence and the template, and certainly in the one such
test case in CASP2, all the models were of excellent
quality. One footnote to this is that two or three groups
were testing out methods that were essentially ab initio
prediction methods applied to the problem of comparative
modelling, and, as expected, these did very badly when
compared with methods that attempt to copy as much of
the template structure as possible into the final model (the
maximum inheritance principle).

For targets that involved nontrivial sequence alignments,
the expected spread of quality occurred. Interestingly,
even the target that shared 50% sequence identity with the
template structure was a nontrivial case, in that a standard
pairwise sequence alignment for this target was incorrect
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when finally compared with the ideal structural alignment.
In the cases where alignments were essentially correct,
however, the resulting models were of generally good
overall quality, and, in stark contrast to CASP1, there was
some evidence that the modelling protocols are becoming
able to adapt the template structures to a new sequence.
In CASP1, all the experimental structures were closer to
the original template structures than the final models [4].

Loop modelling can still be regarded as a problem,
although mostly for loops that differ greatly in length from
the equivalent loop in the template structure. Of course,
modelling large loops ab initio is almost as hard as ab initio
folding of small proteins in some respects, and so the lack
of progress at this end of the modelling problem is perhaps
not surprising.

One of the most impressive results that came out
of the modelling assessment was how successful the
SWISS-MODEL [5] results were in comparison with
the results from much more elaborate protocols. In
this test, the modelling assessors simply cut-and-pasted
the target sequences onto the relevant World Wide
Web page (http://expasy.hcuge.ch) and simply clicked on
the ‘submit’ button. Resulting models were e-mailed
back generally within half an hour, and, when assessed
alongside the official submissions from modelling groups,
it was clear that the ‘robot’ (SWISS-MODEL) is capable
of generating excellent models. For the more remotely
related target–template pairs, SWISS-MODEL fared less
well due to the fact that it was using automatic sequence
alignments in contrast to the manually edited alignments
used by other groups. Of course, SWISS-MODEL does
allow manually edited alignments to be submitted rather
than just a single sequence, and, given the same initial
alignments, SWISS-MODEL is expected to be just as
competitive. The success of SWISS-MODEL is a very
important progression in the modelling field. Although it
perhaps marks the hammering in of a single nail into the
coffin of ‘professional comparative modelling’ as a trade, it
does mean that nonspecialists can now produce excellent
models without recourse to an expert or the purchase
of expensive software. Of course, this high degree of
automation in the basic process of comparative modelling
means that the professionals can now concentrate on
the much more important aspects of the modelling
process — namely, validation (checking the model) and
evaluation (actually gaining biological insight from it).

Threading methods
In the absence of a suitable homologous template structure
with which to build a model for a given sequence,
threading methods are now providing another option
for constructing useful tertiary structural models. These
methods are now beginning to mature, and many groups
are now working on different aspects of the methods in
the hope of increasing the reliability and sensitivity of
these tools. Indeed, it was very clear from CASP2 that the

bulk of research in the prediction field is now going on
in the area of threading (Fig. 1) [6–15,16•,17,18,19•–24•]).
Whereas at the time of CASP1 less than ten groups were
active in the threading field, at CASP2, over 30 groups
appeared to be active. This is a remarkable expansion rate
if it is realized that the term ‘threading’ was first coined
only as far back as 1992 [8]. Despite the greatly increased
level of competition in the field, this is again a healthy
development. CASP1 indicated that the more or less
unvalidated claims of the earliest threading researchers
could be substantiated in rigorous blind testing, and this
alone marked a watershed in the field. On the basis that
threading ‘works’, groups can now concentrate on making
technical advances and I foresee the major developments
in fold recognition being technical developments, rather
than any sudden unexpected discoveries. However, I
would be delighted to be proved wrong here.

Figure 1
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This Venn diagram is a crude attempt to classify some of the well
known fold recognition methods. Where possible, the name of
the program implementing the method is given, but where this is
unknown, the principle author’s name is substituted: Bryant [24•];
FRsvr [21•]; Lathrop [16•]; Map [23•]; MatchMaker [9]; Profile-3D
[7]; ProFit [15]; THREADER [8]; and Topits (PHD) [49,89].

The main question at this stage is where will the major
technical developments occur? There are three basic areas
in which we can look for progress in threading: improve-
ments in potential functions; improvements in alignment
algorithms; and improvements in ‘post processing’.

Potentials
A small division is beginning to form in the threading
field. On the one side of the division lie researchers who
concentrate on the production of practical tools for fold
recognition, and on the other side lie the researchers
who are interested in the fundamental principles of the
techniques. Interestingly, many of the latter variety of
researchers are also active in the ab initio prediction area
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(see below). Of course, the key link between ab initio
prediction and fold recognition is that they both rely
on the use of a potential function (basically a measure
of sequence–structure compatibility). Developments in
potentials used for fold recognition have been reviewed
recently [25], and there is little more to say on the subject
aside from commenting on work published since then.

As was the case in the previous review [25], the majority of
effort in developing improved fold recognition potentials
is directed at means for testing them. As myself and
Thornton [25] noted previously, no satisfactory (practical)
methods really exist for comparing one set of potentials
with another. The rather weak ‘ungapped threading’ test
remains the most popular [26–30,31••], but other tests are
beginning to be explored. Park et al. [29] have been further
investigating the use of molecular dynamics to generate
conformations that are close to the native conformation of
a particular protein, and that can be used as very plausible
decoy structures for the potentials to discriminate against.
Unfortunately, the main conclusion from this work is
that different functions perform better on different decoy
sets. To quote the authors, “success in one test is no
guarantee of success in another” [29]. Park and Levitt [32]
have also closely examined another means for generating
decoy conformations. In this case, structures are generated
with just four discrete ψ/φ combinations from the most
highly populated regions of the Ramachandran plot. The
selection of ψ/φ pairs is based on an initial structure
in which the choice is suitably fixed within regions of
secondary structure (i.e. α helix and β sheet) and allowed
to vary within coil regions. This produces an ensemble
of structures that have identical secondary structure but
a wide variety of overall tertiary structure. By selecting
compact structures from this ensemble, a very challenging
decoy set can be produced for a fold-recognition potential.

In terms of the potentials themselves, a steady trickle
of new formulations continue to enter into the literature.
A major division exists in knowledge-based threading
potentials — the division between methods that are de-
rived purely from a statistical analysis of protein structures
and those that are derived by some kind of optimization
procedure. The majority of potentials used in threading
methods are potentials of mean force [26,28,33], derived
by applying the inverse Boltzmann equation to raw
residue-pair statistics derived from sampling well resolved
protein structure data. Despite some theoretical support
[34], this type of formulation has been criticized [35]
because the calculated energies do not reflect the ‘true
potentials’ when applied to test systems with known
potential functions (e.g. hard sphere packing or lattice
simulations based on simplified energy functions). This
is quite apparent from the hard sphere packing case, in
which a pairwise mean force potential compiled from this
system will show several hills and valleys due to the
apparently highly populated regions at multiples of the
hard sphere radius.

At first sight, this is a fairly damning criticism of potentials
of mean force — surely the goal must be to represent the
underlying true potential as accurately as possible? The
answer for practical protein structure prediction is probably
‘no’ — empirical evidence shows us that potentials of
mean force are doing quite well as they are when used
for fold recognition. This criticism certainly carries a lot
more weight when these potentials are applied to folding
simulations in which it is important that the potentials
represent reality as much as possible. For fold recognition,
however, it would appear that as long as the potentials
favour the native conformation over others, they are good
enough (or more likely they are not so bad that the other
sources of failure in fold recognition do not swamp them).

The other main approach to formulating a threading
potential is to optimize the potential parameters such
that the native conformations of a set of proteins are
forced to have a lower energy than alternative decoy
conformations. Maiorov and Crippen [27] attempted to
do this by solving a large set of linear inequalities based
on observed contacts in a set of highly resolved protein
structures. This approach, of course, gives up any last
vestige of physical background to the calculated potentials.
The resulting potentials relate closely to nothing other
than the parameters in a statistical regression analysis and
might well be thought of as the weights in a trained neural
network. Of course, this is of no consequence to practical
protein fold recognition. The sole requirement for such a
potential is for the native conformation to be favoured over
all others, and this kind of scoring function satisfies that
requirement adequately.

Recently, two approaches have been described optimizing
the parameters in a potential function so that, whilst the
discrimination of the native conformation is maximized,
the potentials maintain a close relationship with the
underlying true potential [31••,36]. Conceptually, both ap-
proaches solve the problem in a similar way. Starting from
an initial guess at the parameters for the potential function,
an optimization is carried out such that the energy gap
between the native conformation of a protein and the
ensemble of decoy conformations is maximized. Mirny
and Shakhnovich [36] use a Monte Carlo optimization
strategy to search parameter space. For each protein in
their training set, they calculate the mean and standard
deviation of the decoy energies and calculate a Z-score.
These Z-scores are combined using a calculation of the
harmonic mean, and this objective function is optimized.

Thomas and Dill [31••] use an elegant iterative approach
to the optimization problem. They iteratively search for
potential function parameters that correctly reproduce the
contact statistics of the native conformations. Given a
knowledge of the true potential function, it is possible to
predict the contact statistics for the native conformations
by using Boltzmann averaging over a set of alternative
conformations for each sequence in the training set. Given
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some incorrect guess as to the form of the true potential,
however, it is possible to estimate an error term for each
interaction parameter by the expression

Error = log
f observed
f predicted

where fobserved is the frequency of the particular in-
teraction as observed in the native conformations, and
fpredicted is the frequency predicted using the current
‘best-guess’ potential parameters. The error term will, of
course, approach zero as the predicted statistics approach
the observed statistics, and so by iteration the potential
parameters can be adjusted to arrive at a better and better
estimate of the true potential function. At convergence
(which will only occur if there are sufficient free
parameters), the estimated potential is indistinguishable
from the true potential in terms of contact statistics.
It is important to realize that whilst this approach can
correctly reproduce the true potential of a system actually
based on a pair potential (the hard sphere model for
example), it is unlikely that a true protein potential can be
accurately represented in terms of pair interactions, and so
the calculated parameters will still not represent the true
potential for a protein in practice.

As myself and Thornton [25] stated in our previous
review, despite the claims made by different authors, there
can really be little to distinguish one set of potentials
from another when applied to the problem of recognizing
conformations that are similar but not identical to the
native conformation of a given protein. By far the largest
component of any useful fold-recognition potential are
going to be the solvation components, and these can
only be encoded in so many ways. Beyond solvation
terms, the only significant remaining differences between
potentials is how they treat interactions, for example,
between oppositely charged sidechains, and between
aromatic groups. Whilst there is no question of the
importance of these terms in protein folding, for fold
recognition the occurrence of charge pairs and stacked
aromatic interactions is so infrequent that they are really
of little consequence and are well beyond the accuracy of
typical threading models. Despite trying many different
formulations for a potential function in our threading
package THREADER (and now THREADER 2) [14],
we have stuck to mean force potentials that are somewhat
similar to those originally proposed by Sippl some seven
years ago [33]. Although we have refined some parameters
over the years, the basic formulation is really little
different from those in use in the original paper describing
the method behind THREADER [8]. Although other
potentials often do just as well (or just as badly in some
tests), we have yet to find one that convinces us to switch
formulations, and the most appropriate phrase that can be
applied here is ‘better the devil you know’.

Algorithms
Given a suitable potential function that passes some
basic tests (i.e. the ungapped threading test usually)
for a practical threading method, the problem of how
to fit a given sequence onto a structural template
needs to be addressed. Unlike in the trivial ungapped
threading problem, we need to consider gaps, and this
is where the extreme computational complexity comes
from. There are several approaches in current use for
solving this problem [37,38]: single-level dynamic pro-
gramming / frozen approximation [9,11,12,13,15,21•,22•];
double dynamic programming [8,14,38]; iteration / thawed
approximation [9,38]; Gibbs sampling / Monte Carlo [24•];
and exhaustive search / branch-and-bound [16•].

Of these, the single-level dynamic programming approach,
being the easiest method to implement, is consequently
the most popular. It is also the odd one out in that it does
not attempt to address the full threading problem. In cases
in which dynamic programming is applied to optimize a
pair potential, it is necessary to reformulate the problem
with a ‘trick’, and this trick is commonly known as the
frozen approximation. An alignment matrix suitable for use
with a standard dynamic programming alignment method
is calculated by replacing the amino acids in the template
structure with amino acids from the target sequence one
at a time. For each substitution, the rest of the native
structure is kept intact, and therefore it is assumed that
the field created by the native protein will also favour
the correct replacement from the target sequence. This
is a very crude approximation, of course, and yet it
does seem to do remarkably well when pitted against
methods that attempt to solve the full threading problem.
Philosophically speaking, methods based on the frozen
approximation are not really threading. Without actually
optimizing the interactions in a full 3D representation
of the target protein, this type of approach is really
little different from profile methods [7]. Nevertheless,
practically speaking they do achieve quite effective fold
recognition, and, indeed in CASP2, a large number of such
frozen approximation methods performed as well as more
sophisticated approaches.

How can the frozen approximation do so well when it
is not really solving the threading problem? The key to
this is to ask under what circumstances is the frozen
approximation an accurate approximation for the full
threading problem? For the native threading problem (i.e.
threading a sequence onto its own structure), the frozen
approximation clearly represents the threading problem
perfectly. Replacing each amino acid and holding the rest
of the template structure constant is exactly the right thing
to do when threading a sequence onto its own structure,
after all, the template structure is the native conformation
for the sequence. For closely related pairs of proteins, it
is also very easy to see how the frozen approximation is a
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good approximation — the field created by the sequence
of the template structure will not exactly match that
of the target sequence in its native conformation, but,
assuming conservative amino acid substitutions (e.g. one
hydrophobic residue substituted for another hydrophobic
residue), it is reasonable to assume the approximate
field will be close. In fact, for any evolutionarily related
pair of proteins, the frozen approximation is likely to
be reasonable, but its accuracy will depend on the
degree of divergence. Of course, even for unrelated pairs
of proteins, some folds will still be detectable by a
frozen approximation. In this case, the uncharitable might
attribute success to pure chance, but a fairer comment
would be that for certain repetitive structural patterns
(e.g. TIM barrels) the field created by one structure might
be close enough to the field of the native protein — the
similarity in the fields being attributed to geometric
constraints rather than evolution.

The distinction between pairs of structurally similar pro-
teins that share common ancestry (homologous proteins)
and those which do not (analogous folds) is critical in
understanding the limitations of fold recognition and
planning future developments. From the above argument,
it can be expected that simple approaches to fold
recognition will do well for homologous pairs but less well
for analogous pairs. Indeed, plenty of evidence for this
exists in the literature and in the results of the CASP2
experiment.

Homologous targets in CASP2
A detailed analysis of homologous targets will no doubt
be presented in the full set of papers describing the
CASP2 results, but I think it is worth looking at briefly.
Following the CASP1 threading results, the comment was
made that, whilst threading methods were clearly very
good at identifying folds [14,15,37], they were not able
to produce accurate alignments [14,37]. That was very
definitely the case. At the CASP2 meeting, however, a
number of truly excellent alignments were submitted for
some threading targets (for the best example, see [2•]).
At the meeting and even in print [2•], it has been said
that, on this basis, fold recognition is close to being a
solved problem. However, other evidence suggests that
this is far from the truth. Of the six targets analyzed
at the CASP2 meeting, two were clearly homologous to
proteins of known 3D structure. One was clearly related
to the Escherichia coli cold shock protein [39], and one was
clearly a trypsin-like serine protease [40]. It is important
to realise that these targets are not trivial — no statistically
significant sequence similarity to a known fold exists in
either case, but even so the common ancestry is very
clear from the consideration of conserved key residues
and the common structure and function. All the accurate
alignments submitted to the CASP2 evaluation were for
these clearly homologous targets (see Fig. 2).

Some inaccurate but topologically correct alignments were
submitted for some of the remaining targets, and this alone
indicates a modicum of progress since CASP1, but it is
very premature to consider fold recognition as generally
being a solved problem. Despite this caution, however,
the alignments submitted for the homologous targets were
nonetheless very impressive and were significantly better
than the alignments submitted by groups employing basic
sequence-alignment methods. This suggests that thread-
ing methods may offer a solution to the alignment problem
discussed above in the modelling section. For extremely
remotely related protein pairs, therefore, we may start
seeing a blurring of the lines that are seen to separate
comparative modelling from threading [41]. Indeed, it has
been suggested that, in future CASP experiments, there
should be no distinction between comparative modelling
and threading at all, and predictions should be submitted
to a general modelling class. This suggestion makes
some sense — particularly for pairs that have an obvious
evolutionary relationship.

Post-processing threading results
Perhaps one of the most significant observations that came
from the CASP2 threading results is that a great deal
of success in fold recognition can be achieved purely
from a deep background knowledge of protein structure
and function relationships. Murzin (coauthor of the SCOP
database and coeditor of this section on sequences and
topology) identified a number of key evolutionary clues
that lead him to correctly assign membership of some of
the targets to known superfamilies. In addition, in two
cases he was able to confidently assign a ‘null prediction’
to targets that had unique folds, purely by considering
their predicted secondary structure. These feats are quite
remarkable but are perhaps rather hard to reproduce by
anyone less well informed about protein structure and
function. Despite these reservations, an important future
development of practical fold recognition is clearly to
take both structure and function into account. Part of
the philosophy behind the CATH classification system,
developed primarily at University College London but
also at the University of Warwick and the Helix Re-
search Institute (see http://www.biochem.ucl.ac.uk/bsm),
has been to try to encode these key evolutionary and
structural relationships in a computer accessible form. In
my lab, myself and colleagues have been trying to use
this information to rapidly assign sequences from newly
sequenced genomes to particular structural families, and
the preliminary results of this applied to the Haemophilus
influenzae genome have been published electronically
(http://globin.bio.warwick.ac.uk/∼jones/genomic.html).

More commonly, information on function and other
sources of information are applied to the results of a
threading method as a post-processing step. Many of the
threading submissions made to CASP2 did not include the
raw output from a particular method, but the prediction
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Graph showing the relationship between the quality of threading alignments and the degree of homology between the target and template
proteins. The RMSD values (circles) are taken from the CASP2 threading results database (for targets T0020, T0038, T0014, T0031 and
T0004) and are the best values for each given target submitted by any group. Note that these RMSD values are Cα RMSDs for just the
residues equivalenced in the threading alignment, and not the entire structure. The sequence identity values are calculated from structural
alignments of the template and target protein structures. Pairs of structurally similar protein chains were taken from the CATH structural
classification database and the percentage sequence identities between them are plotted in the form of a histogram (vertical scale not shown).
Pairs with an obvious sequence similarity (i.e. > 25% sequence identity) were excluded. Two overlapping distributions of sequence identities are
evident, and these seem to relate to the pairs which share common ancestry (homologous pairs), and those which do not (analogous pairs). It
can be seen that two of the CASP2 targets fall squarely into the homologous range of target–template sequence similarity.

made use of human intervention. Such intervention can
involve a visual inspection of the proposed alignment,
inspection of the proposed 3D structure on a graphics
workstation, a comparison of proposed secondary structure
with that obtained from secondary-structure prediction
or even consideration of common function between
the target and template proteins. Myself and coworkers
[42] have already attempted to integrate some of these
post-processing steps into a software package that can be
used to post-process results from THREADER [8,14], but
other threading packages could just as easily benefit. A
very useful post-processing protocol has been developed
by Edwards and Perkins [43••], in which threading
results are combined from individual predictions made on
related protein sequences. This appears to be a powerful
technique.

Before leaving threading methods, it should be noted
that a very welcome trend in the threading field is that
nonspecialists are beginning to take up threading tools and
to use them to solve real biological problems [41,43••].
This must surely be the way forward.

Ab initio prediction
In many cases, neither comparative modelling nor thread-
ing can provide a useful model for a sequence under
study. At present, there is roughly a 50% chance of finding
a protein fold in the Protein Data Bank (PDB) that is

significantly similar to a newly solved protein domain
(CA Orengo, personal communication), but, of course,
this chance will increase steadily as more structures are
solved. The real problem in prediction is to know when
a suitable structure is present in the PDB. Although it
is readily apparent when comparative modelling is not
viable (i.e. a lack of significant sequence similarity to a
template protein), knowing when a threading prediction
is wrong is somewhat harder. Evidence from the CASP2
fold-recognition results suggests that groups are becoming
better at identifying sequences that have a unique fold.

In cases in which neither modelling nor threading can
be applied, ab initio methods can used as a ‘fall-back
position’. Ab initio protein structure prediction covers a
wide range of methods that can be classified in terms of the
dimensionality of the resulting information: 0D methods,
such as prediction of fold class; 1D methods, such as
prediction of secondary structure or accessibility; 2D
methods, such as contact prediction (correlated mutations);
and 3D methods, such as protein folding simulations.

Since the early 1980s, many papers have been published
describing methods that attempt to predict a general
structural property for a protein given the composition
of the sequence. This composition is most commonly
the composition of amino acid ‘singlets’ (the fraction of
each of the 20 amino acids present in the sequence),
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but in some studies higher order feature compositions
have been taken into account (amino acid doublets,
triplets, etc). The earliest studies focused on predicting
the fold class of a protein on the basis of the amino
acid composition [44], and many studies have been
published over the years claiming very high levels of
success. In some cases, such prediction methods have
been claimed to provide a more accurate estimate of the
secondary-structure content (i.e. percentage helix, strand
and coil) for a newly characterized protein sequence than
methods such as, for example, circular dichroism. The
most impressive of the published results in this area
have always been inflated by improper testing procedures,
that is, a failure to perform adequate ‘jack knife’ tests.
Two papers [45••,46••] have been recently published that
describe not only another fold class prediction method
but also a set of very careful testing procedures for the
method. Moreover, these testing procedures are applied to
other published methods, with the conclusion that these
methods for fold class assignment are really no more than
60% accurate (in contrast to the 90–100% accuracy claimed
by some groups). Even more commendably, Eisenhaber et
al. [45••,46••] investigate why their estimates of accuracy
differ so greatly from those published in other studies, and
the conclusions they arrive at may well provide insight into
other aspects of protein structure prediction.

Some groups have taken prediction of fold class further
still, even to the point of assigning a specific fold family
solely on the basis of sequence composition [47]. This
type of approach may well be seen as a special case
of threading, but with an important difference in that
no sequence–structure alignment is generated. Despite
this obvious drawback, such methods may serve to add
extra weight to predictions made by other fold-recognition
methods. Indeed, there were some correct fold family
assignments submitted to CASP2 using the DEF [47]
method, which uses a neural network to classify protein
sequences into fold families on the basis of amino acid
sequence composition.

The next level of complexity in ab initio prediction is
to attempt to predict secondary structure. A number of
recent reviews on secondary structure prediction have
been published (e.g. [48]), and no significant progress
has taken place since those earlier reviews. This is
not as bad as it sounds, however, as recent methods
have already achieved a useful level of accuracy by
taking into account evolutionary information extracted
from multiply aligned protein sequences [48]. The PHD
method of Rost and Sander [49] is probably the most
widely used method today, and the results presented
at the CASP2 meeting indicate that PHD is still the
method to beat. PHD managed a overall accuracy (Q3)
score of 72% for the author-submitted results, and slightly
less when the sequences were blindly submitted to the
PHD World Wide Web server by the assessors. The
differences between the author-produced results and those

produced by blind testing are almost certainly down to
improvements in the multiple alignments used as input.
In the author-produced case, the alignments could be
checked by eye and further improved by the addition
of more remote sequences, whilst in the case of the
server-produced results, the alignments were of course
generated entirely automatically. Further evidence of the
importance of using good multiple sequence alignments
came from other groups who used the PHD server as part
of their own prediction efforts, but who submitted their
own hand-crafted alignments rather than relying on those
generated by the server.

Despite the success of the PHD method at CASP2,
other methods are being published [50,51••,52•,53], and
some of these are certainly catching up. An interesting
new contender is the DSC method [51••]. What makes
this method particularly interesting is that it is relatively
simple in concept, and indeed King and Sternberg [51••]
have made the method available to other researchers in
the form of C source code. This is a very important
difference from PHD, which remains accessible solely
via e-mail or the World Wide Web. This difference has
become particularly significant over the past few months
as the PHD server has become somewhat unreliable due
to a lack of resources. As so many methods are now
effectively using the output from PHD as part of their
input (e.g. [21•,23•]), the dependence of these methods
on a single remote server is a cause for concern. The
earliest secondary-structure prediction methods (e.g. GOR
[54]) could be easily implemented in just a few lines of
program code by anyone, but recent methods are now so
complex, or so reliant on large databases, that independent
implementation is no longer practical. If a relatively simple
method could match the accuracy of the PHD method, it
would certainly be a welcome development.

Given that secondary-structure prediction methods can
often produce quite accurate predictions in cases in which
many related sequences are available for analysis, it is
natural to ask whether it is possible to assemble correct
folds for proteins on the basis of these predicted elements
of secondary structure and some means for predicting
how these elements pack together. This naturally leads
to protein folding simulation, which will be discussed
below, but also to an interesting intermediate method,
which comes from the possibility that contacts in a
protein structure can be predicted ab initio, by analyzing
multiple sequence alignments and looking for correlated
mutations. Like fold class assignment, the prediction of
contacts from correlated mutations in protein structures
is another controversial field. Several studies have been
made on this aspect of protein structure prediction, with
differences of opinion evident in the conclusions [55–58].
The consensus opinion today is that, whilst it is certainly
possible to predict specific contacts in protein structures
from multiply aligned sequences, it is difficult to make use
of this information because of the relatively large numbers
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of false positives that are thrown up. It is also fair to say
that a very large number of related sequences are required
to make any attempt at such contact prediction at all.

‘The Holy Grail’
Ab initio prediction of protein tertiary structure is of course
the ‘Holy Grail’ of the prediction field. Many claims have
been made for methods that are said to have solved this
fundamental problem in structural biology — and many
more groups claim to be on the verge of a solution. I have
seen on the Internet (I forget where) the suggestion that
a useful classification of the groups involved in ab initio
prediction is to divide them into two categories: those
who are studying it for the intellectual stimulation; and
those who want a Nobel Prize. Perhaps a more serious
division of groups involved in the simulation of protein
folding is the division between those attempting to test
ideas as to how proteins fold and those trying to develop
useful prediction tools. It is probably fair to say that the
majority of published work in this area falls into the former
category, and very few papers describe practical methods
for tertiary-structure prediction. Whether this indicates a
true bias in the interests of the researchers in the field
or this is simply a result of a lack of progress in the
development of these prediction methods is not possible
to say. However, one thing is certain — to the best of
my knowledge — none of the published methods for ab
initio tertiary-structure prediction has been made readily
available to the wider community of biologists, and this
must surely indicate that the authors do not yet feel the
methods can make useful predictions ‘at the laboratory
bench’.

In general terms, methods for ab initio tertiary-structure
prediction involve some means for generating protein
chain conformations and a potential function with which to
evaluate each conformation. Not surprisingly, there is a lot
of overlap between such ab initio methods and threading
methods, and many of the potentials described above in
the threading section can be used for folding simulations.
However, other terms often need to be added to take into
account steric hindrance, hydrogen bonding and general
chain compactness. These terms are not necessary for
threading as the conformations of the structures onto
which the target sequence are being threaded will satisfy
all these requirements. A lot more care needs to be taken
in formulating a potential function for use in folding
simulations as, in my own experience at least, a folding
simulation is a very good way of identifying flaws in a
potential function.

Some ab initio methods diverge very little from the basic
recipe described above and attempt to minimize a given
potential function using some simplified representation
of a polypeptide chain. Conformations of this chain can
be restricted to points on a lattice [59–71,72•,73–77,78•]
or restricted by choosing discrete mainchain torsion
angles [79–85,86•,87]. In general, a kind of Monte Carlo

optimization is used, either on the basis of some variant
of simulated annealing, or, more recently, on the basis of a
genetic algorithm [75,79–85,86•]. Some methods, however,
diverge some way from the basic recipe. Perhaps the most
significant class of method in this case is that comprising
methods based on distance geometry (e.g. [88]), where
structures are generated from a set of distance bounds,
rather than by directly minimizing an energy function.

In some cases, external information is used to bias the
simulation towards particular regions of conformational
space. The most common bias that is often applied is
to make use of predicted or even experimentally derived
secondary-structure information. Some recent work has
also looked at the possibility of obtaining reasonable chain
folds on the basis of a small number of distance constraints
[78•,87], and this type of approach may be useful not
only for structure prediction but also for assisting in the
determination of NMR structures for which only limited
data are available.

As mentioned above, impressive claims are sometimes
made for these ab initio methods, and perhaps the CASP
experiments are of greatest value here. Interestingly,
the greatest unwillingness to participate also occurs in
this category of the CASP experiment, with several
prominent researchers in the field choosing not to enter
blind predictions using their methods. Despite this, a
reasonable variety of predictions were submitted to the
first CASP experiment, but, disappointingly, the quality of
these predictions for whole structures was very poor — no
protein fold was correctly predicted by any of the methods,
although two partly successful predictions were received
on small peptides [84].

In CASP2, a similar unwillingness to participate in
the ab initio tertiary-structure prediction category also
occurred — only ten groups participated (a small fraction
of the groups active in this field). Predictions made using
the LINUS method developed by Srinivasan and Rose
[83] were included in the assessment, but none of these
was successful. It must be stressed, however, that very few
suitable targets were available, and without more extensive
testing on a range of suitable targets it is impossible to
come to any final conclusions.

Encouragingly, there were some ab initio predictions that
were actually quite close to the native structure for at
least one target with a unique fold (and thus could not
be predicted by threading). The best of these predictions
came from my own laboratory and was close enough (Cα
RMSD of 6.2 Å) for us to confidently claim that the fold
was correctly predicted. This prediction was generated
by a Monte Carlo approach in which supersecondary
structural fragments of highly resolved protein structures
are joined together and the resulting chain conformations
evaluated using a potential function based on potentials
of mean force similar to those used in THREADER, but
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elaborated to take into account steric effects, hydrogen
bonding and chain compactness. Despite the modest level
of this success (the target in question was a helical protein
of uncomplicated topology), this result is significant in
that it is the first correct ab initio blind prediction of a
protein fold to be made using a ‘heavy numbers’ approach.
Despite this small victory, there is clearly still a long way
to go for these approaches to structure prediction, and it is
unlikely that a practical tool based on this kind of method
will be available in the near future.

Is a complete solution in sight?
One significant difference between those interested in
the academic challenge of the folding problem and those
attempting to produce viable prediction tools is that, in
the latter case, an eventual end is in sight. As more
structures are solved, more and more target sequences
will find matches in the existing library of known
structures — matched either by simple sequence similarity
or by future developments of threading methods. In terms
of practical applications, the protein folding problem will
begin to vanish from sight. A better understanding of
protein folding for applications such as protein design will
still be needed, and the problem of predicting membrane
protein structure will remain for quite some time to come,
but, nonetheless, from a practical viewpoint the problem
will be salved (rather than solved). When will we reach
this point? Given the variety of estimates for the number
of naturally occurring protein folds, it is difficult to say.
My present belief is that when we have 1500 different
folds in our fold libraries, we will be in a position to build
useful models for almost every globular protein sequence
in a given genome. Of course, this neglects the problem
of predicting the structure of integral membrane proteins,
but as this point is probably at least 20 years away, there
is still time for a lot more progress. Whether there will be
enough suitable targets left to support CASP12 is another
matter.
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